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Abstract—Network diagnosis is a vital aspect in ensuring an
efficient and robust functioning of any kind of mesh network.
In this paper we present a network diagnosis method which
determines the delay map of a mesh network using only end-
to-end delay measurements without having the knowledge of the
path taken. We model the problem of network diagnosis as an
inverse problem and using a concept of ray tracing, solve for the
delay in the network. With the help of simulations we show that
our algorithm is able to detect nodes in the network based on
their delays with reasonable accuracy using only O(n) probes for
obtaining measurements. We further demonstrate a real world
application of our algorithm in the domain of internet backbone
networks by using data pertaining to a major US based network
provider.

Index Terms—Network Diagnosis, Network Tomography, Mesh
Networks, Linear Algebra, Inverse Problem

I. INTRODUCTION

Any network typically consists of two important compo-
nents nodes which process or generate data and links which
form the physical connection between different nodes. It is
through these links that the various nodes in the network
communicate and the flow of information takes place. Network
Diagnosis is essentially a process for identifying faulty com-
ponents within the network with the help of prior information
about the network. Network diagnosis plays a crucial role in
network maintenance and is extremely important for robust
performance of the network.

The process of network diagnosis is heavily reliant on
gathering consistent information about the network. The infor-
mation being gathered can be relating to several factors such
as the transmission delay at each node, the throughput of each
node or the residual energy level at each node. Using such
measurements, network diagnosis techniques aim to resolve
robustness problems in the network.

One of the ways of performing network diagnosis is through
network tomography [1]. Tomography is the process of
reconstructing a cross sectional image of an entity based
on observed external parameters. A cross sectional image is
constructed by passing rays through an entity and observing its
properties before and after its passage. In the case of network
tomography, the rays are nothing but probe packets. While
traveling from source to destination, the path the probe packet
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takes depends on parameters like delay. By obtaining the end-
to-end measurements of such parameters, one can create a
cross sectional view of the entire network.

Measurements can be collected from the network in two
ways: actively or passively [2]. Active measurement infuses
the network with additional overhead tasks to obtain data while
passive measurement infers data from the normal functioning
of the network. The decision to use active or passive measure-
ment techniques depends on the type of network, the degree
of precision required and also the capability of the network to
withstand measurement overhead. The fundamental difference
between active and passive methods is that of the overhead
cost of performing the measurement. In case a very precise and
time sensitive analysis is required, then an active measurement
is generally preferred. However in case an overhead on the
network cannot be tolerated, then it makes more sense to
perform a passive measurement. Active measurement involves
a trade-off in favor of precision against the overhead. Passive
measurement on the other hand offers a trade-off in favor of
reduction in overhead costs on the network.

In this paper we present a network diagnosis technique
which uses active probing to perform network tomography
and finally yields a delay map of the entire network. The
key contribution is that, without knowing the path taken by
probe packets, we can determine the delays of nodes with
good accuracy, by starting out with an initial random guess,
using only O(n) probes, where n is the number of nodes in the
network. Our technique can be used to diagnose different types
of mesh networks like Content Distribution Networks (CDNs),
peer-to-peer (P2P) networks, internet backbone networks or
simply a generic wired or a wireless network. The work
done in [3] classifies the delays observed in internet backbone
networks and goes on to talk about the effect delay has
on different applications running over an internet backbone
network with respect to the end user. Using our technique in
conjunction with studies like [3] could enable one to infer
more information about the nature of delays in backbone
networks. With little modification, our technique can also be
adapted to diagnosis with respect to other parameters like
throughput.

The rest of the paper is divided into the following sections.
Section II gives an idea about related work in the direction of
network diagnosis done in recent years in the domain of both
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wired and wireless networks. Section III explains in detail the
way we formulate our problem into the Aχ = B system of
equations. Section IV describes the techniques we use to solve
the problem formulated in the previous section along with
the algorithm. Section V deals with the results we obtained
by implementing our approach in CORE. In this section we
also show the simulation results of applying our algorithm
on the backbone network of a major service provider of
North America. Finally, in Section VI we summarize our work
and briefly outline the direction of future work in network
diagnosis.

II. RELATED WORK

The concept of network tomography was coined in the
work [4], which proposed a technique of evaluating net-
work parameters like average delay based on Hidden Markov
method when random routing was being followed. The work
by Castro et al [5] discusses about two types of scenarios
pertaining to network diagnosis: one where fixed routing is
being followed, and one where dynamic routing is being
followed. In case of dynamic routing being followed, the
work describes techniques which use a tree based topology for
probing using the sandwich probing technique [6]. It proposes
the use of either the Maximum Likelihood Estimate or the
Markov Chain Monte Carlo method to get a best estimate
of the actual network topology and then perform network
diagnosis using the estimated topology as reference.

There have been attempts at network diagnosis in wired
networks using link diagnosis. One of the ways of performing
this is the Optimal Sequential Testing [2]. This approach
basically presents a heuristic technique which will test each
link for failure thereby eliminating many combinations and
possibilities. The algebraic method illustrated in [7] provides
a method to describe the faults in the entire network on the
basis of linearly independent sequences of nodes. The LEND
(Least end-to-end Network Diagnosis) [1] approach consists
of identifying a MILS (Minimum Identifiable Link Sequence)
which will narrow down the region of failure giving a more
efficient approach towards network diagnosis. The approach
uses the reliability as a log likelihood function.

The proposed network tomography algorithm presented in
this paper is a novel way of estimating the network parameters
like node delay, based only on end-to-end measurements using
Algebraic Reconstruction Techniques [8]. Our proposed algo-
rithm gradually converges to an acceptable solution starting
from an initial random guess. The strength of the proposed
algorithm is that it does not require any knowledge of the
routing paths. Our approach also incurs very little overhead
in comparison with previously mentioned techniques as only
O(n) end-to-end measurements is required, where n is the
number of nodes in the network.

III. PROBLEM FORMULATION

In order to model the problem of network diagnosis, let us
consider a network represented by graph G(V,E) consisting of
n nodes. The nodes in the network are represented by set V

which is the set of all vertices in G where |V | = n The links
between nodes is represented by set E which is the set of all
edges in graph G. Let us further consider the set Ω representing
the delays on each node, where the following holds ωk ∈ Ω
∀vk ∈ V

Fig. 1. Path from source to destination showing hops in between

Let us consider Fig. 1 showing a path from vertex vi to
vj , consisting of c nodes in between, with the source being at
vi and destination being vj . Let the set Sij consist of all the
nodes encountered while traveling from node vi to node vj . As
the packet traverses from source to destination, it encounters
delays at each hop. These delays may be caused at Link Layer
or Network Layer mainly due to congestion. Since delays are
incurred on a node only while sending a packet, we have the
following equation.

i+c∑
k=i

ωk = bij (1)

where, ωk ∈ Ω and vk ∈ Sij . Equation (1) represents the
method for calculating the end-to-end delay, denoted by bij ,
by adding up the delays encountered along each node while the
packet moves from source vi to destination vj . In the above
network represented by G, the path vector Psd for the path
from any vs to any vd can be represented as follows.

Psd ≡ {p1, p2, . . . , pn} (2)

|Psd| = n (3)

where,

pk =

{
1, if vk ∈ Ssd
0, otherwise

Now let us consider a scenario where we have m such
simultaneous source-destination pairs in G. Let σ be a set
consisting of m such source destination pairs with m ∈ O(n).

σ = {{s1, d1} , {s2, d2} , . . . , {sm, dm}} (4)

where, vsi , vdi ∈ V , with 1 ≤ i ≤ n and vsi 6= vdi
We now define matrix A(m×n) in the following way.

A =
[
Ps

1
d
1
, Ps

2
d
2
, . . . Psmdm

]T
(5)

Let χ be a n×1 vector such that,

χ =
[
x1, x2 . . . xn

]T
(6)

where,
xk = ωk,∀ωk ∈ Ω, 1 ≤ k ≤ n (7)

Let B be a m×1 vector such that,

B =
[
bs

1
d
1
, bs

2
d
2
. . . bsmdm

]T
(8)



Now, our problem of network diagnosis can be formulated in
the form of the following equation.

Aχ = B (9)

The aim is to now solve for χ. As easy as it might sound,
solving for χ is not really straight forward. In our case
only B can be gathered from the network using end-to-end
measurement. Since we do not have any knowledge about
what path a packet takes we do not have any knowledge
about A. Next section explains the various concepts relating
to solving this problem and provides an algorithm for network
tomography.

IV. NETWORK TOMOGRAPHY

In this section we discuss how tomography principles have
been used to diagnose the network. We further develop the
idea of Network Tomography along the lines of the approach
presented in the previous section and introduce the notion of
regularization to solve ill-posed [9] problems such as ours.

A. Perturbation Model

Equation (9) in Section III represents a system of equations
which needs to be solved simultaneously to obtain an indi-
cation of delays at each node. Without the knowledge of A,
it is not possible to solve this equation. In this section we
propose a technique to estimate χ which in turn can lead to
an estimate of A. Our approach iteratively improves on the
estimate of χ which finally converges to a solution within
acceptable tolerance.

A common technique in geophysics is that of ray tracing
[10], [11] which involves plotting the trajectory of a seismic
ray from the epicenter to the surface of the earth. In a similar
way, a path from a source node to a destination node can be
thought of as a ray. The time taken for the ray’s traversal from
the epicenter to the surface can be translated to the time taken
by a packet to traverse the path.

Our algorithm builds on two aspects of the problem viz.
forward problem and inverse problem. Intuitively, it can be
visualized as follows. The forward problem consists of es-
timating the A matrix using the best known estimate of χ.
Once an estimate of A is known, the inverse problem then
deals with calculating a new estimate of χ by using an
Algebraic Reconstruction Technique (ART). The new estimate
of χ then forms the basis for calculating a new estimate of
A by the forward problem and the process continues until the
solution falls below a required threshold. Fig. 2 provides a
brief overview of the forward and inverse problem mentioned
before along with the sequence in which they are executed.

An approach presented in [11] known as the perturbation
model can be used in conjunction with the forward problem
and inverse problem to solve Equation (9). Let χk be the kth

estimate of χ and Ak be the kth estimate of the A matrix, one
can then find T k such that,

Akχk = T k (10)

Further,
δt = B − T k (11)

where δt is the residual error. The next estimate χk+1 is found
by solving the equation.

δx = ART (Ak, δt) (12)

where ART is any Algebraic Reconstruction Technique [12]
and δx is the perturbation.

χk+1 = χk + δx (13)

Equation (13) calculates the next estimate of χ by considering
the difference from observed value. Equation (10), Equation
(11), Equation (12) and Equation (13) illustrate the concept of
perturbation model.

Let the algorithm which the routing protocol uses to cal-
culate routes from source to destination in the network repre-
sented by G be referred to as α. Let β be another algorithm
which can be used to find a path from any two points in G.
Both α and β try to find a minimum cost path from a source
s to a destination d.

To solve the forward problem let us consider an estimate
χk. An estimate Ak, is then generated using algorithm β for
each pair in σ by taking xki ∈ χk as the cost of traveling
through node vi. In other words, the minimum end-to-end
delay incurring path for each pair in σ is calculated to form the
estimate of Ak. The application of the perturbation model as
illustrated in Equations 10 to 13 to compute the new estimate
χk+1 forms the inverse problem. Even though our technique is
centered around the delay experienced at each node, the same
technique will also hold for any other metric like throughput,
provided both α and β use the same metric to calculate the
path.

Use χi for 
next estimate

calculate Ai
 

calculate δt
calculate δx 

and χi+1
 

use β

use ART

take initial
guess χ0

  

forward problem

inverse problem

i=0

Fig. 2. Overview of the forward and inverse problem

B. Regularization

In cases where the problem is ill-posed i.e. highly sensitive
to changes in the A matrix, additional constraints need to be
added to the system to ensure that a solution nearer to the
actual solution is found. One such method of regularization
is the Tikhonov regularization [9]. Tikhonov regularization



basically involves adding additional rows to A and B such that
a new system with an improved set of constraints is formed.
To illustrate this let us consider, the system of equations
represented by Equation (9). We define a diagonal constraint
matrix Λ of size n×n, which gives rise to a constraint relation
as follows.

Λχ = 0n1 (14)

where n is the number of nodes in G, 0n1 is a zero vector of
size n × 1 and λjj > 0,∀λjj ∈ Λ We append Equation (9)
with Equation (14) to obtain the following.[

A
Λ

]
χ =

[
B

0n1

]
(15)

Each diagonal value λjj can be thought of as a constraint
parameter on the jth node and setting λjj = 0,∀λjj ∈ Λ is
equivalent to not having any regularization at all. The values
of Λ is specific to the problem and those yielding the best
results is generally chosen.

C. Data Collection

In this paper we aim to illustrate the idea behind success-
fully using the Algebraic Reconstruction Technique in mesh
networks. We adopt a relatively simple centralized approach
with the assumption that there is a central node in the network,
which is aware of the entire topology of the network. Fig

vs

v2

base

v1
v3

v4

vd

1.Instruction  
sent to vs to 

probe vd

4.The information 
relayed to base

3.The end-to-end delay is 
gathered by vs

2.Probe packet 
accumulates 
delay enroute 

to vd

5.Information 
collected from 

O(n) probes such

Fig. 3. Pictorial representation of data collection method

3 shows the method illustrated below. The information is
gathered in the following way:

1. The central node instructs each node in the network, to
send probe packets to specific other nodes in the network.

2. The node then probes the specified destination. The probe
packet keeps accumulating delays as it travels to the
destination.

3. The end-to-end delay in terms of round trip time is
gathered by it.

4. The node then forwards this information to the central
node. The information consists of the source node ID,
the destination node ID and the end-to-end delay encoun-
tered.

5. The central node receives this information from all such
nodes and formulates it as an Aχ = B system of
equation.

The ART method is then applied on this system of equations
to get the delays. In all there are O(n) probes sent out in
the network by the nodes. The source and destination pairs
can be decided on a number of factors as deemed fit for
the application. A common and simple one that can be used
is geographical distance which is also what we used in our
evaluations.

D. Network Tomography Algorithm

Based on Section IV-A and Section IV-B we can now
define an algorithm which starts out with an initial random
guess and converges to the actual value as indicated in the
end-to-end measurements. Algorithm 1 describes the Network

Algorithm 1 Network Tomography Algorithm
χ0
n×1 ←initial guess
B|σ|×1 ← end-to-end measurements based on σ
Ψn×n ← adjacency matrix of G
σ ← initialize to source destination pairs
B(|σ|+n)×1 ← [B; 0n×1] //row concatenation
Λn×n ← In initialize to identity matrix
i← 1
while i < MAXITR do
Ai = β(Ψ, σ, χi)
Ai ← [Ai; ΛiIn] //row concatenation
δt = Aiχi −B
δx = ART (Ai, δt)
χi+1 = χi + δx
for j = 1 . . . n do

if (xi+1
j < 0) then

xi+1
j = θ, 0 ≤ θ ≤ 1

end if
λi+1
jj = 1

xi+1
j

end for
i← i+ 1

end while

Tomography algorithm, which we use to diagnose the network.
It starts with initialization of B with the measured end-to-end
values based on the source destination pairs mentioned in σ.
It uses β to populate Ai based on χi as the weight matrix
where β is an algorithm which most closely resembles α,
the actual routing protocol being used in the network. After
finding the perturbation δt, it proceeds to calculate δx with the
help of an ART technique, which is then used to obtain χi+1.
We introduce an adaptive regularization scheme, in which



Λi+1 = diag( 1
χi+1 ) indicating that the diagonal elements of

Λi+1 are inversely proportional to the respective values in
χi+1. This technique of regularization is aimed at imposing a
greater penalty on the low delay nodes and lower penalty on
the high delay nodes and thereby obtaining a more accurate
description of the delays at each individual nodes.

E. Scope of the algorithm
The technique mentioned in this paper is aimed at diagnosis

of mesh networks in general. Due to its ubiquitous nature,
it could be easily adapted to different networks like content
distribution networks, peer-to-peer networks and large scale
wireless networks to name a few. This method could also
have commercial importance as it is a deterministic approach
towards network diagnosis which could help in network main-
tenance of organizations running large networks. The ART
technique being used has the capacity to deal with a large
number of probes and will prove vital in keeping the com-
putation cost of this technique low. This in turn could prove
beneficial in scenarios where real time network diagnosis is
required. The ART technique also has the distinctive capability
of handling underdetermined systems too. An underdetermined
system is an equation in which the number of rows is less
than the number of columns. An underdetermined system is
actually representative of less data or absence of reliable data.
The ART algorithm however delivers good performance in the
case of sufficiently underdetermined systems too [12].

The frequency of executing this algorithm for diagnosis
depends mostly on the application and the size of the network.
While it might be more useful to run this algorithm periodi-
cally in case of traffic intensive large mesh networks, it might
suffice to execute it relatively lesser number of times in case
of smaller wireless networks. Further since the evolution of
delays in the network mostly behaves in a stochastic manner,
the frequency of application of the algorithm has a direct
bearing on the freshness of the information obtained during
probing. Our algorithm is therefore more concerned with how
to diagnose a network given some data about it, rather than
how to obtain the given data.

V. EVALUATION AND RESULTS

To evaluate the network tomography technique, we used
two approaches, emulation using synthetic data on a Wireless
Mesh Network and one using real data pertaining to the
backbone network of a major US provider. It was our intention
to evaluate and observe the performance of the network
tomography algorithm in diverse settings. Emulations with
synthetic data can be helpful in observing any anomalies in the
result obtained. It helps us determine whether the algorithm
can deliver a robust performance in a condition as set up by
us before it can be applied elsewhere. Consequently, we apply
our algorithm on real data to further validate our algorithm
and observe its performance.

A. Synthetic data
For evaluating our algorithm we emulated a wireless mesh

network in CORE [13]. We introduced a high delay in the Data

Link layer of some of the nodes in our set up which we refer
to as the high delay nodes and the rest as low delay nodes.
CORE is a network emulator which creates virtual Network
Interface Cards (NICs) for each node in G on a single host
machine allowing emulation of actual network settings. The
advantage of CORE is that traditional Unix like environment
can be obtained on each of the nodes in the network which
makes porting code to actual physical devices from the virtual
nodes straightforward. To illustrate our way of representing
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Fig. 4. Mapping of nodes with their delays

the node to delay mapping consider Fig. 4. It can be observed
that a cluster of nodes in Fig. 4(a) i.e. 45, 46, 55 and 56
which correspond to the red nodes in Fig. 4(b) are having a
high delay. The other nodes in Fig. 4(a) correspond to the rest
of the nodes in Fig. 4(b) having a low delay.

To evaluate our technique we used the BATMAN [12]
routing protocol (α) in the CORE emulation to gather the
end-to-end measurements. A shortest path finding algorithm
like the Floyd Warshall Algorithm (β) was used in each
successive iteration for path reconstruction. Our CORE setup
consisted of 100(10×10) nodes in a mesh topology. We
introduce delays in the MAC layer of the virtual nodes in
CORE and use an active probing method to obtain the end-
to-end measurement of delays using ICMP (Internet Control
Message Protocol) packets to obtain the relevant information.
We try to maximize the number of hops between vsi and vdi
for each pair vsi , vdi ∈ σ. This can be easily accomplished
by choosing the source-destination pairs based on a simple
parameter like the Euclidean distance between the geographic
locations or node IDs. Fig. 5 depicts a case in which a pocket
of nodes are having a high delay. Fig. 5(a) shows the ground
truth and Fig. 5(b) shows the result of Algorithm 1. It can
be observed from Fig. 5(a) and Fig. 5(b) that one node in the
centre of the pocket has not been detected as a high delay node.
This is more of a limitation with the functioning of the routing
protocol as no packets sent by that particular node are able to
get through to other nodes. Therefore in case of pockets, our
technique is able to detect an outline of a high delay area, and a
similar probing technique could be used within the high delay
pocket to investigate further. On the other hand Fig. 6 relates
to the case wherein we have the high delay nodes scattered
randomly across the network. Fig. 6(a) shows the ground truth
whereas, Fig. 6(b) shows the values detected by Algorithm 1.
Fig. 5(c) and 6(c) plot the value of the ground truth and the
detected values for each node in the network in case of pocket
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Fig. 5. Scenario where high delay nodes form a pocket
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Fig. 6. Scenario where high delay nodes are randomly scattered across the network

delay and randomly incurred delay respectively. It becomes
clear from Fig. 5 and 6 that our algorithm is able to segregate
the high delay incurring nodes from the low delay incurring
ones with a high level of precision using only O(n) end-to-
end measurements. Fig. 7 and Fig. 8 depict the error values
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Fig. 7. Delay detection error comparison in terms of regularization with
reference to Fig. 5
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Fig. 8. Delay detection error comparison in terms of regularization with
reference to Fig. 6

when regularization is used and when there is no regularization

being used. The error value at the lth node is calculated with
the help of the following equation.

errorl =
|x∗l − xgtl |

xgtl
,∀1 ≤ l ≤ n (16)

In Equation (16), x∗l and xgtl are the detected delay and
ground truth values at the lth node respectively. Fig. 7 and
Fig. 8 highlight the fact that regularization is essential for
achieving greater accuracy while detecting delays. Fig. 9(a)
shows the average residual error ρ and Fig. 9(b) the average
absolute error η calculated using the following equations.

ρi =

∑p
j=1 ||Aijχij −Bj ||22

p
(17)

ηi =

∑p
j=1

||χi
j−χ

gt
j ||

||χgt
j ||22

p
(18)

where p is the number of different cases emulated, χgtj
represents the ground truth delays in the jth case, χij is the
value determined in the ith iteration of the jth case. Similarly,
Aij represents an estimate of the A matrix in the ith iteration of
the jth case. Therefore, ρi given by Equation (17) and ηi given
by Equation (18) represents the average residual error and
average absolute error in the ith iteration across all the p cases
respectively. From Fig. 9(a) and Fig. 9(b) it can be observed
that on an average our method converges to an acceptable
error margin within a few iterations. The zig-zag nature of the
curve corresponding to Λi = 0 in both is the result of the
non-linearity in the forward and inverse problem. However,
with adaptive regularization of the form Λi = diag( 1

χi ), the
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Fig. 9. Error bar plots showing average residual error and average absolute
error

constraint on χ regularizes the problem to converge to actual
linear system represented by Equation (9). Thus the adaptive
regularization technique explained in Section IV-B and Section
IV-D leads to a very accurate prediction of the delay in nodes.

B. Real Data

To evaluate our algorithm in a real world scenario, we
performed simulations with the help of real data obtained from
The Internet Topology Zoo project [14]. The project aims at
documenting and archiving the backbone topology of major in-
ternet providers of the world. We chose ATT North America’s
backbone network to simulate our algorithm. This simulation
is intended to demonstrate how our approach can be used in
a real world scenario to provide a delay based map of an
entire mesh network. To simulate the delays we extrapolated
the data from the work done in [3] which provides useful
insights into the delay characteristics of backbone networks of
major service providers and states the effect the delay has on
certain applications running on the network. To simulate errors
during data collection, our simulation incorporated a noise to
the measurements giving rise to an equation as follows

Aχ = B + ε (19)

where ε is a 10% Gaussian noise vector.
The Fig. 10 shows the simulation results of our algorithm

on ATT’s backbone network with the conditions as specified
by Equation (19). As is evident from Fig. 10, our algorithm
provides a fairly accurate delay map of the entire network.
Fig. 11 presents a histogram which provides the per node
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delay of all the nodes in the network. To determine the
source-destination pairs for σ, we chose pairs such that their
geographical distance was maximized while using the same
technique for data collection as illustrated in the previous
sections. The delays were put into a low and a high delay
category. The low delay category had nodes whose delays
ranged from 5ms to 30ms and the high delay nodes had delays
which ranged from 50ms to 150ms. These delays were chosen
in accordance with the internet backbone delay patterns which
have been explained in detail in [3].

This simulation therefore proves that the algorithm is capa-
ble of handling random network topologies and heterogeneous
delays which makes it possible to apply it to diverse scenarios
such as this one. It can be seen from Fig. 10 and Fig.
11 that our algorithm has the capability to deliver a robust
performance in real world scenarios also.

C. Limitations

Although our algorithm gives good results in different
scenarios as illustrated above, it has a few limitations. Firstly,
the algorithm is not capable of handling blackouts. Blackouts
occur when a node powers down and as a result drops
all packets. In such a case if the network graph becomes
disconnected, our algorithm cannot diagnose the network in its
entirety. Secondly, gathering information and ray tracing can
be very slow when the number of nodes in the network have
been scaled up to a high number. In such a case a distributed
version of this algorithm might prove highly beneficial and we
intend to pursue this direction in the future as an extension to
this current work.

VI. CONCLUSION AND FUTURE WORK

In this paper, we develop a technique which uses the
principle of network tomography to perform diagnosis in
terms of the delay incurred at each node. This paper presents
an approach which tries to identify nodes having a higher
than usual delay in the network. The technique attempts to
get a closer estimate of the actual ground truth in each
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Fig. 10. Simulation of delays for the ATT North America backbone network

successive iteration by trying to minimize the perturbation
between the actual and detected values. Inspired from the
concept of seismic tomography we try to get an estimate
of the path between a particular source and destination and
iteratively keep improving each successive guess. We show
with the help of emulation results that, this method can be
successfully applied to diagnose a network. By using an active
probing technique our approach successfully manages to get an
accurate view of the delays in the network using O(n) number
of probes and within a reasonable number of iterations.

We also demonstrate a practical application of our algorithm
to diagnose the backbone network of a major internet service
provider using simulations. These simulations also show that
our algorithm can handle different topologies and can handle
heterogeneous delays as well. Our algorithm can similarly be
adapted to other mesh network domains like peer-to-peer and
content distribution networks (CDNs) for diagnosis.

Future work in this direction includes an extension of the
aforementioned concept into the domain of other network
parameters like throughput. We also aim to study the behavior
with link state routing protocols by using an appropriate
regularization technique and then performing network diagno-
sis. Another important direction that we intend to explore is
distributed diagnosis, wherein the ART can be run on different
nodes in the network. One main advantage of this approach
would be scalability when the number of nodes in the network
is significantly increased and also faster diagnosis.
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